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1 Abstract

This paper presents a description of a multi-core FFT implementation for BittWare’s Anemone processor. The
Anemone floating-point FPGA co-processor has 16 Epiphany cores on an eMesh and is a very low-power high-
performance DSP. A radix-4 FFT has been implemented in single core and multi-core configurations.

To obtain the highest performance, data location plays a key role in the choice of algorithm and the data transfer
between the FFT stages is explained in detail with respect to the Epiphany multi-core eMesh. The processor’s
multiple cores compute the FFT butterflies within a stage concurrently, and each FFT stage is computed in
sequence.

This paper uses a 64-point FFT to explain the methods used in the Insight™ library. This FFT size is sufficiently
large to provide three FFT stages but small enough to keep descriptions and diagrams relatively simple. The
same design principles can be scaled up for larger FFT sizes and over more Epiphany cores.

The Insight library provides a single-core FFT routine and a number of multi-core examples. This paper
presents the performance figures from the libraries and summarises the low power benefits of using the
Epiphany for FFT based algorithms.

2 Introduction

The FFT (fast Fourier transform) is a key mathematical function for many signal-processing applications. It is
used to move data between the time and frequency domains. In some applications the FFT is essential for
filtering and analysis that is either computationally less expensive in the frequency-domain or just not possible in
the time-domain [2].

2.1 Radix-4 vs. radix-2

The FFT algorithm is an implementation of the DFT (Discrete Fourier Transform) and can be performed through
different radix algorithm designs, where the radix represents the number of samples of the signal processed at a
time. Two of the most commonly used radix algorithms are radix-2 and radix-4. The point size for a radix-2
FFT has to be a power of two; and the point size for a radix-4 FFT has to be a whole integer power of four.
Therefore, a radix-2 FFT can be applied to data sequences of 2, 4, §, 16, 32, 64, 128, 256 sample points; and a
radix-4 algorithm can be applied to data of 4, 16, 64, 256, 1k, 4k, 16k sample points.

Radix-4 implementations have an algorithmic advantage over the radix-2 algorithm that translates into fewer



floating-point compute operations (flops). There are a total of (17N/2 logs (N)) flops in a radix-4 FFT and (5N
log, (N)) in a radix-2 FFT. The standard 1024-point radix-4 implementation, for example, involves 43,520
floating-point operations whereas the radix-2 takes 51,200 floating-point operations to compute. However, the
radix-2 is very popular in optimised processor libraries because of the simpler algorithm. An optimised radix-4
implementation uses a larger number of intermediate values and this equates to more memory/cache/register
accesses. Depending on the processor this can affect the algorithm performance. [2]

Each Epiphany core has 64 registers and is well suited to an efficient radix-4 implementation without having to
read memory/caches more than once per sample point per stage. Forward and reverse radix-4 FFTs are part of
the Epiphany Insight libraries that fully utilise the large register file to provide a high FFT performance.

2.2 Radix-4 butterflies

The FFT is comprised of multiple butterflies within a stageand multiple stages, and the number of each is
defined by the point size (i.e. the number of samples in the input vector). A radix-4 FFT with N points has (N/4)
butterflies per stage and logs(N) stages. Figure 1 and Figure 2 shows the two types of radix-4 butterflies;
decimation-in-time (DIT) and decimation-in-frequency (DIF)'. Both have the same number of floating-point
operations and the chosen butterfly algorithm will depend on the ordering of the input data.
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Figure2 Radix-4 DIF butterfly

! Butterflies uses twiddle values (Wy) to compute the ouput values. Refer to [1] for more information on twiddle values and
how to generate them.

* The two types of data ordering include: natural ordering and bit-reverse ordering [1]. In this paper the time-domain data
will be in natural order and the frequency-domain data will be in bit-reverse order.
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Figure 4 depicts a 64-point radix-4 FFT using the butterfly symbol shown in Figure 3 to represent the
mathematical operations in Figure 1. The first three stages in Figure 4 correspond to the forward FFT, with the
input array given in natural order, using the DIT butterfly algorithm. The frequency-domain output data will be
in bit-reverse ordering. Without changing the frequency-domain data order the DIF algorithm is suited for the
inverse-FFT algorithm and is depicted in Figure 4 by the latter three stages.

Figure3 Symbol used to represent a radibbutterfly. The radbd has four input data points and four output
data points.

Each butterfly in the same stage is mathematically independent; thereby the butterflies in the same stage can be
computed concurrently and this fact will be utilised in the multi-core FFT implementations. The output of each
stage becomes the input of the subsequent stage and due to the interconnections of the butterflies between the
stages, it is often considered simpler to compute each stage in sequence.
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Figure4 Radx-4 64-point FFT structure (a) forward DIF (b) inverse DIT.here are 64 data points at the
start and end of each FFT stage and 16 butterflies in each stage. Each data point is used once within
a single stage.
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3 Single core implementation

3.1 The Epiphany core architecture

BittWare’s Anemone processor contains multiple Epiphany cores, and all the cores are identical with an integer
ALU, a floating-point unit (FPU), 64 32-bit registers, and four 8k-byte memory banks (Figure 5) [4]. The
instruction pipeline will issue dual instructions when possible. This requires the successive instructions to utilise
the IALU and FPU, and for there to be no contention in the register file. A data load from memory into the
register file whilst performing a floating-point operation will be executed in the same cycle when the two
instructions use completely separate registers. When the instruction pipeline detects register or resource
contentions, it will issue the instructions separately in the given program order.

The Epiphany C-compiler contains optimisation engines that will generate instructions that the hardware
pipeline can dual-issue. The FFT routine is hand optimised and makes full use of the dual-issue functionality,
along with other algorithm design concepts.

A
FPU IALU
Register File (64)
Segmented Network
Memory Interface
(32 KB) &DMA
\ 4

| Router

A

Figure5 A high-level view of theingleEpiphanycore (eCore)components

3.2 FFT implementation

The FFT algorithm consists of two main loops. The inner loop iterates over the butterflies within a stage and the
outer loop iterates over the number of stages. There are N/4 inner loop iterations per stage and when fully
optimised successive butterflies will be pipelined to overlap memory load and stores with the compute.
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// Do 4 Point DIF
{
//-- perform the first half of the butterfly

first[0].r = (x[0].r + x[2*N2].r);
first[0].1i = (x[0].1 + x[2*N2].1i);
first[l].r = (x[N2].r + x[3*N2].r);
first[1l].i = (x[N2].i 4+ x[3*N2].1);

first[2].r
first([2].1

(x[0].r - x[2*N2].r);
(x[0].1 - x[2*N2].1);

first[3].r
first[3].1

[N2].1i - x[3*N2].1);
(x[N2].r - x[3*N2].r);

o
x

//-- perform the second half of the butterfly
bfly[0].r = (first[0].r) + (first[l].r);

bfly[0].1 (first([0].1) + (first([l].1):

bfly[1l].r = (first([0].r) - (first([l].r);

bfly[1].1i = (first[0].i) - (first[1l].1);

bfly[2].r = (first[2].r) + (first[3]1.1);

bfly[2].1 = (first[2].1i) - (first[3].r);

bfly[(3].r = (first(2].r) - (first([3].1);

bfly[3].1 = (first[2].i) + (first[3].r);

//-- multiply the butterfly by twiddles

//-- (the results are inplace)

x[0].r = bfly[0].xr;

x[0].1 = bfly[0].1i;

x[N2].r = (bfly[2].r * TW[O].r) - (bfly[2].1i * TW[O].1i);
x[N2].1 = (bfly[2].r * TW[O0].i) + (bfly[2].1i * TW[O].r);
X [2*N2] = (bfly[l].r * TW[1l].r) - (bfly[1l].i * TW[1l].1i);
x[2*N2].1 = (bfly[1l].r * TW[1].i) + (bfly[1].1i * TW[1l].r);
X [3*N2] = (bfly[3].r * TW[2].r) - (bfly[3].1 * TW[2].1i);
x[3*N2].1 = (bfly[3].r * TW[2].i) + (bfly[3].1 * TW[2].r);

Figure6 An inplace DIF butterfly implementation

Figure 6 contains a C-code implementation of a radix-4 butterfly and is written in a manner that shows the
multiple times each value is used. Each input data value is used twice in the first half of the butterfly; each first-
stage butterfly value is used twice in the second-stage of the butterfly and each of these values is used twice to
generate the output. Because each value is used more than once, the design of the butterfly writes the result back
to separate registers leaving it untouched for further use and only over-written in the execution of the following
butterfly.

registers -> Load butterfly input data
registers -> First half butterfly results
registers -> Second half butterfly results
registers -> Twiddle (TW) data

registers -> Butterfly output data

@ o 0 0

Total: 40 registers

Figure7 Register usage for the butterfly valughis is the minimum requirement for keepingoalihe
intermediate butterfly values in register without caching in memory. Additional registers are
required for memory addresses, counters, etc.

Other than the butterfly’s computed intermediate values, the registers also need to hold: the butterfly input
values, the twiddle (wy) data values and the butterfly output values. In the Insight library implementation, these
are all stored in separate registers (Figure 7). Keeping these values separate within the register file allows the
butterfly to be pipelined such that, whilst the second half of the butterfly is computed, the twiddle values can be
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loaded from memory. Whilst the butterfly output values are computed, the next butterfly input values can be
loaded from memory. Finally, the butterfly results can be stored back to memory whilst computing the first half
of the subsequent butterfly.

1st % of the pipeline 2nd éof the pipeline 3rd % of the pipeline

(a) Compute butterfly : (a) Compute (a) Apply twiddle

1%t half . butterfly 24 half values

[ >
(b) Store computed (b) Load twiddle (b) Load butterfly

butterfly values values

input values

<

Figure8 Butterfly compute pipelined with memory access$be inner loop is split into thirds, and in each
third two items can be overlapped. In the first third the previous iterations results can be stored back
to memory whilst starting to compute the current butterfly. The loading of the next butterfly can be
overlapped with the remaining butterfly compute.

The loading of the input and twiddle data from memory to the core registers will be fully masked by the compute
as long as the data is located in the core’s internal memory. A load from internal memory completes within two
cycles and no stall will be issued unless there is a register conflict, i.e. the register is part of the preceding
instructions. The number of cycles taken to load from external memory to the core is indeterminate since the
amount of mesh traffic and the number of router hops through the mesh will affect the latency.

A store instruction will not stall the compute when the memory address is internal to the core, or when the
address is external to the core as long as the external interface FIFO has space for the data. The fact that the store
instruction does not stall the pipeline is used in the multi-core FFT implementation. The single-core FFT routine
stores the butterfly results back to memory as in-place and for optimal performance the memory address should
be local to the core.

4 Multi-core implementation

4.1 Epiphany mesh architecture

The Epiphany architecture provides a mesh of DSP cores, as shown in Figure 9. These DSP cores are
interconnected via an 1O mesh, which allows each core to access every other core’s local memory and any off-
chip memories. Each DSP contains two DMA engines that are optimised to read the local memory and write the
data to an off-core memory location via the mesh. The DMA engines can be used to overlap the core compute
with the background loading and storing of data across the mesh.

The mesh has an 8 GBytes per second full duplex bandwidth between each router; that is 8 GBytes per second in
each direction. The data is routed around the mesh according to the destination corelDx and corelDy coordinate,
where each router resolves the corelDx coordinate first, then the corelDy by passing the data out through the
most relevant port. A round-robin scheduler is used in the router so that each input port will not be blocked for
longer than 4 cycles.
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The off-chip data transfers pass through one of the four external bridges; which of the four bridges (north, south,
east or west) is determined by the destination coreIDx and corelDy address coordinates. The external bridge has
multiple cores accessing a one 1GByte per second port. There is an understandable bottleneck in the off-chip
bandwidth; therefore a tight control over the off-chip data transfers will provide better performance. Off-chip
data is best read once, then shared between the multiple DSP cores as appropriate.
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Figure9 The Anemone chip has Epiphanycoresin a 4-by-4 mesh

4.2 Partitioning the FFT

There are N/4 butterflies in each stage of the radix-4 FFT. The butterflies in a single stage are independent and
can therefore be computed concurrently. Each stage is dependent upon the previous stage’s butterfly outputs. It
is possible to perform some latter stage butterflies without fully completing the first stage, however it is common
to complete each stage in sequence. This enables a simpler control and data flow over the full multi-core
implementation.

4.2.1 Partitioning the FFT over four cores

Consider the 64-point FFT given in Figure 4 distributed over four of the Epiphany cores. When partitioning the
figure vertically into four sections so that they are equally sizes, the butterflies in the second or third stage do not
cross the inter-core boundaries. However, the first stage butterflies will attempt to access data points in other
core memories. Reading other core memories directly is much slower than reading the core’s internal memory.
Moving the input data prior to the first stage so that each core only accesses its local memory will improve the
efficiency. This is shown in Figure 10 with the data points split into four and the butterflies separated into four
compute processes: PIDgg, PIDy; PID;o and PID,;; where PID stands for process ID.

FFTs on the multcore Epiphany architecture Page7 of 20



- . ,
Input data is in FFT 1% stage with Further FFT stages
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Figure 10 Multi-core (4 core) FFT procesgirand data flow

E.Chu and A.George describe the process of mapping data to processes for a radix-2 FFT [2]. This paper
extends their mapping to the radix-4 FFT. The pattern of data placement and movement both prior to the first
stage and second stage is described in Figure 11; this maps a 64-point FFT onto four processes. The pattern is
characterised by the data array offset in binary format.

Consider the two most significant bits from the data array offset to represent the PID index; the remaining bits of
the global offset are then taken to represent the local data array offset. Two pairs of bits are exchanged left and
right of the | character between successive stages. For example; the core that is tasked to compute the first stage
PID;; will access the data samples with the global array address offset of (is, i, I, J, 15, 19). For PIDy,; this

FFTs on the multcore Epiphany architecture Page8 of 20



corresponds to X[4..7], X[20..23], X[36..39] and X[52..55]. When the PID accesses only its local memory; this
will leave most of the data in the wrong memory between stages and will therefore require the data to be moved
between stages.

Gobal array o .
address offset in is ig i3ipipio Input data is:  X[0...63]
—>
binary:: 6-bits
Before the first i31y | isisis o PIDy gets:  X[0...3] and X[16...19] and X[32...35] and X[48...51]
stage:: PIDy; gets:  X[4...7] and X[20...23] and X[36...39] and X[52...55]
- PIDyo gets:  X[8...11] and X[24...27] and X[40...43] and X[56...59]
PID;, gets: X[12...15] and X[28...31] and X[44...47) and X[60...63]
isia | 1alo g1 PIDy, sends: PID, sends:
Before the SHIRRAN al4...7] to PIDg; [0 ...3] a[0...3] to PIDg; a8 ...11]
second stage:: a[8...11]  toPIDyaf0 ...3] a[4...7] to PID;ga[8 ...11]
a[12...15] to PIDy; a[0 ...3] a[12...15] to PIDy, a[8 ...11]
PID,; sends: PID,; sends:
a[0...3] to PIDy, a[4 ...7] af0...3] to PIDg a[12 ...15]
a[8...111  toPIDya[4...7] a[4...7] to PIDo a[12 ...15]
a[12...15]  to PID,, a[4 ...7] a[8...111  toPID a[12 ...15]

Figure 11 Data movement before and after the first stage

Figure 12 shows the virtual paths of data transfers between the first and second stage of the multi-core FFT
when the four top-left most Epiphany cores are used to execute the four PIDs. In this case, most of the virtual
paths correspond to parts of the Epiphany mesh; however, two paths require mesh routing that will involve a
single hop.

The mesh routing scheme first resolves the core X-coordinate, then the core Y-coordinate. When data is passed
from CorelDy to CorelDy;, for example, the data is sent first right then down through the mesh. When data is
passed from CorelD;; to CorelDy, the data is sent first left then up through the mesh. The data transfers of the
four-core multi-core FFT is balanced when using this scheme. Each physical path is used twice, once for each
transfer between neighbouring cores, and once for each diagonal transfer with one routing hop.

PID,, €| PID,,

PIDy, | € >| PIDy,

Figure 12 Four core radix4 data transfer paths between stages one and two

Each of the process PID components of the multi-core FFT can be executed on any of the Epiphany cores. The
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simplest placement is on four neighbouring cores, as shown in Figure 12, so that the data transfer paths are
minimised and are less likely to be shared with the other running cores. However, the placement of the four
process PIDs is an application specific decision. The two extremes are for all four process PID to be performed
on the same core, and to use the four corner cores.

The same four-process design can be used for larger FFT sizes. The number of butterflies each PID will perform
is N/16, where N is the number of points. The same data transfer pattern will be followed as described in Figure
11; with the data array index expressed in binary, the two most significant bits will represent the PID and the
remaining bits expressing the local data array offset.

4.2.2 Partitioning the FFT on sixteen cores

The number of cores can be extended to 16 when considering a 64-point FFT since there are 16 radix-4
butterflies in each stage. This equates to a single butterfly on each core per stage. Following the same processes
as described for the four-core case; the data is read from an off-chip memory into the local core memory so that
the butterfly input data is local to the core.
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Figure 13 Multi-core (16 core) FFT processing and data flow

The first stage butterfly operations can write the results over the mesh into the core memory ready for the second
stage. Likewise, the second stage butterfly operations will write out the results over the mesh ready for the third
stage.
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Gobal array
address offset in
binary::

Before the first
stage butterfly:

Between the
first and second
stage:

Between the
second and
third stage:

isigiz 12 111
>

6-bits

¥
| dpiyis iz |isis
A A

— =

¥
iriois 14 |i3iz
A A

— —

¥
i3lais is 1110
A A

— =

PIDggg gets: X[0] and X[16] and X[32]
PIDy 0 gets: X[1] and X[17] and X[33]
PID; 90 gets: X[2] and X[18] and X[34]
PIDy g gets: X[3] and X[19] and X[35]
PIDggo; gets: X[4] and X[20] and X[36]
PIDg,; gets: X[5] and X[21] and X[37]
PID; g0 gets: X[6] and X[22] and X[38]
PIDy0; gets: X[7] and X[23] and X[39]
PIDg gets: X[8] and X[24] and X[40]
PIDy; 0 gets: X[9] and X[25] and X[41]
PID; g0 gets: X[10] and X[26] and X[42]
PIDy ;0 gets: X[11] and X[27] and X[43]
PIDgo1; gets: X[12] and X[28] and X[44]
PIDg;;; gets: X[13] and X[29] and X[45]
PIDyg;; gets: X[14] and X[30] and X[46]
PIDyy;; gets: X[15] and X[31] and X[47]
PIDggqp sends: PIDy; sends:

a[1]  to PIDggo; a[0]

a[2]  to PIDyg 0 a[0]

a[3]  to PIDgoy; a[0]
PIDggo; sends:

a[0]  to PIDgoo a[1]

a[2]  to PIDyg0 a[1]

a[3] to PIDyg; a[1]
PIDyg;o sends:

a[0]  to PIDyggo a[2]

a[1]  to PIDy; a[2]

a[3] to PIDyg; a[2]
PIDg;; sends:

a[0]  to PIDgggo a[3]

a[1]  to PIDgg; a[3]

a[2]  to PIDyg0 a[3]
PIDg, ¢ sends:

a[l] to PIDyyq; a[0]

a[2] to PIDy;0 a[0]

a[3] to PIDg,; a[0]
PIDy;0; sends:

a[0] to PIDgqo a[1]

a[2] to PIDgyyg a[1]

a[3] to PIDg; a[l1]

PIDggg0 sends:

a[1] to PIDyg a[0]

a[2] to PIDgg a[0]

a[3] to PIDyjq a[0]
PIDy; ¢ sends:

a[0] to PIDggg a[l]

a[2] to PIDjgy a[1]

a[3] to PIDyjga[l]
PID) g sends:

a[0] to PIDgg a[2]

a[l] to PIDgg a[2]

a[3] to PIDyg a[2]
PID o sends:

a[0] to PIDggg a[3]

a[l] to PIDgo a[3]

a[2] to PIDjgg a[3]
PIDgo; sends:

a[l] to PIDgq a[0]

a[2] to PIDq a[0]

a[3] to PIDyj; a[0]
PIDy;0; sends:

a[0] to PIDgg; a[l]

a[2] to PIDjgg a[l]

a[3] to PIDy a[l1]

a[0] to PIDy;go a[2]

a[l] to PIDy;o; a[2]

a[3] to PIDy; a[2]
PIDy;; sends:

a[0]  to PIDygo0 a[3]

a[1] to PIDgg; a[3]

a[2]  to PIDyg0 a[3]
PID, o sends:

a[1] to PIDgy; a[0]

a[2] to PIDyg0 a[0]

a[3] to PID,gy; a[0]
PID o sends:

a[0] to PIDjggo a[1]

a[2] to PID,gjp a[1]

a[3] to PID;oy; a[l]
PID, ;0 sends:

a[0] to PID;ggo a[2]

a[l] to PIDqp a[2]

a[3] to PID,gy; a[2]

PID 0, sends:
a[0] to PIDgy; a[2]
a[l] to PIDy a[2]
a[3] to PIDj a[2]
PIDy ¢, sends:
a[0] to PIDgg; a[3]
a[l] to PIDy a[3]
a[2] to PIDq a[3]
PIDg;o sends:
a[1]  to PIDg;y a[0]
a[2]  to PIDyg0 a[0]
a[3] to PIDyy0a[0]
PIDy; o sends:
a[0] to PIDggg a[1]
a[2] to PIDyg0a[1]
a[3] to PIDyjoa[l]
PID, ;o sends:
a[0] to PIDygo a[2]
a[l] to PIDy;0 a[2]
a[3] to PIDy2[2]

and X[48]
and X[49]
and X[50]
and X[51]
and X[52]
and X[53]
and X[54]
and X[55]
and X[56]
and X[57]
and X[58]
and X[59]
and X[60]

PID,(;; sends:
a[0] to PIDggo a[3]
a[l] to PID;o; a[3]
a[2]  to PIDgy0 a[3]
PIDy ¢ sends:
a[l] to PIDy a[0]
a[2] to PIDyyy0 a[0]
a[3] to PID,y; a[0]
PID,,(; sends:
a[0] to PIDyjq a[1]
a[2] to PID02[1]
a[2] to PIDyyy; a[l1]
PID o sends:
a[0] to PID, 10 a[2]
a[l] to PIDyg a[2]
a[3] toPID,;, a[2]
PID,;,; sends:
a[0] to PIDygg a[3]
a[l]  to PID;go; a[3]
a[2]  to PID,gj0 a[3]

PID;, o sends:

a[0] to PIDgoo a[3]
a[l] to PIDyy 0 a[3]
a2] to PID g0 a[3]

PIDy;; sends:

a[1] to PIDg,; a[0]
a[2] to PID, g, a[0]
a[3] to PIDyyy; a[0]

PIDy,;; sends:

a[0] to PIDgg;; a[1]
a[2]  toPIDy a[l]
a[3] to PIDyy; a[l1]

PID,;; sends:

a[0]  to PIDgoy a[2]
a[l] to PIDy,; a[2]
a[3] to PIDyy; a[2]

PID,,;, sends:

a[0] to PIDgo;; a[3]
a[1] to PIDg;; a[3]
a[2] to PID g, a[3]

Figure 14 Data transfers between the-Gdoint radix4 FFT stages using 16 cores

The virtual paths of the data transfers between the first and second stages are shown in Figure 15. The virtual
paths between the second and third stages are shown in Figure 16. The first of these diagrams is straightforward
and is very similar to the four core FFT transfers. The second diagram shows a regular pattern of transfers but
each transfer requires either two or four hops and multiple cores share the same inter-connects of the mesh. This

has the potential to create congestion on the mesh.
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Some multi-core processor architectures have been designed specifically for algorithms like the FFT. These
often include a hyper-cube inter-connect network between the cores that provides direct paths between any
communicating cores [2]. The Epiphany is instead a generic signal processing processor whose advanced
features, such as the high mesh bandwidth, round robin scheduling and routing scheme, can hide the required
multi-hop transfers when overlapped with the algorithm compute.

IX<T 1TX1

PIDqgq0| € = l’ll)u.;‘ PIDg;c0 | | PIDyy,

PID, > PII)‘.;:‘ PIDgio| S =|PIDuin

PIDg 0| € >| PIDyg ‘ PID)y0| S |PID 10

[ X1 ITXT

PID;g | €—> l’lI)‘-;‘ PID,,, [€—>(PID,,,,

Figure 15 Sixteen core radid data transfer paths between stages one and two

PIDyyy

Figure 16 Sixteen core radid data transfer paths between stages two and three

The same sixteen-process design can be used for larger FFT sizes. The number of butterflies each PID will
perform is N/64, where N is the number of data points. The same data transfer pattern will be followed as
described in Figure 14; with the data array index expressed in binary, the four most significant bits will represent
the PID.

4.2.3 Implementing the FFT as separate stages

To allow for the flexibility in FFT implementation across multiple cores, the Insight library provides two APIs
for the standard radix-4 FFT, one for multiple stages and a second for a single FFT stage.
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r4fft( dataOut, dataIn, twiddleArray, N, twiddleIncrement);
r4ifft( dataOut, dataIn, twiddleArray, N, twiddleIncrement);

r4fft stage( out0, outl, out2, out3, dataIn, twiddleArray, N, twiddleIncrement);
r4ifft stage( out0, outl, out2, out3, dataIn, twiddleArray, N, twiddleIncrement);

Figure 17 The Insight library radix4 FFT API, the first computes multiple FFT stages, the second computes a
single FFT stage

The rafft function call will compute logs(N) stages with N/4 butterflies in each stage. This implementation can
be called as in-place, where the FFT result overwrites the input data, or as out-of-place with separate input and
output arrays. For in-place, the dataout array can either be set to NULL or set to the same array as dataIn.

The rafft_stage function call will compute one stage with N/4 butterflies in the stage. There are four output
arrays required, one for each output of the radix-4 butterfly, as shown in Figure 18.

dataIn(4n+1) & _“‘/}mwmm4 outs (n)

- butterfly
datalIn(4n+2) :////;i>- ,/4;\\\\\0 out,(n)

dataIn(4n+3) outs(n)

dataIn(4n) b\\\\\\w \g/////ﬁ out,(n)

Figure 18 Radix4 butterfly wih its four outputs written to one of four output arrays. Each of the output arrays
can be on the same core memory, or on separate cores.

When each of the out arrays of the rafft_stage function is located correctly on separate cores, the data writes
that are part of the FFT inner loop are performed over the mesh whilst the next butterfly is computed. To ensure
that all data writes are completed before starting subsequent FFT stages, some synchronisation is required,
however, these mesh data transfers will be performed for OfreeQi.e. take no additional core cycles to complete
when compare to a write to the cores internal memory.

// perform the first stage of the FFT, writing to other core memories
r4fft stage( out0, outl, out2, out3, dataIn, dataTw, size/4, 1);

// sync with the other cores
sync_wait();

// perform all the remaining stages in the fft in-place
r4fft (NULL, data, dataTw, size/4, 4);

Figure 19 The three main steps when performing an FFT over four cores. (1) A single stag# dmeinput
data and write the result to the core memory for the next stage. (2) Ensure that all cores have
completed the first stage. (3) Compute the remaining stages. The remaining stages is equivalent to a
full FFT of length equal to size/4

4.2.4 Twiddle values

The Insight FFT implementation requires the twiddle values (Wy from Figure 1) to be pre-calculated and the
twiddle array is required as an input. For optimal performance, the twiddle array values should be located in the
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core’s local memory. Table 1 describes which twiddle values are required in each core for the three stages of a
64-point FFT. Each core in the first stage requires unique twiddle values. In the second and third stages each
core use the same twiddle values. To minimise any overhead between FFT stages due to the twiddle values, all
of the required twiddle values for all of the FFT stages would reside in the cores local memory. Alternatively,
the twiddle values can be loaded into local memory from external memory between stages, or re-computed.

A full pre-computed twiddle array holds % complex values. The full twiddle array for a 1024-point FFT

requires 6 Kbytes. Therefore a 1024-point FFT, or smaller, can preload the twiddle array into one of the cores
internal memory banks leaving space for an out-of-place FFT input and output arrays. A 4096-point FFT, or
larger, requires 18 Kbytes for a full twiddle array, which is too large for a signal core to hold when memory is
also required for the input/output and program data. The twiddle values therefore have to be passed between
cores, reloaded from external memory, or recalculated in the core between FFT stages.

Tablel Twiddle values required in each eofor a 64point FFT
Core Stage 1 Stage 2 Stage 3

0.1 .2 .3 0.1 .2 3 0.1 .2 3
PID O W,W,W, W, W,W,W, W, W,W,W, W,

4 5 6 7 16 17 18 __ 19

W,WJW’WJ W 7W )w ’W 2

8 .9 10 1l 32 .33 34 35

w,w, W , W, w.,w ,w W,

12 13 14 _15 48 49 50 51

wW,W L, W L, W Wo,W ,W L, W,

6 17 18 .19 0 1 3 0.1 .2 .3
PID 1 W, W, W, W, W,W,W, W, W,W,W, W,

20 2 23 16 17 18 __ 19

wW.,w ., W, W, w.,w , W, W,

24 26 .27 32 34 35

wW.,w W W, w.,w ,w W,

28 .29 30 31 48 49 50 51

W, W, W, W Wo,W ,W L, W,

32 .33 34 35 0.1 .2 .3 0.1 .2 .3
PID 2 WL, W, W, W, W, W,W, W, W,W,W, W,

36 37 38 39 16 17 18 19

w.,w , W, W, w.,w , W, W,

40 41 42 43 32 .33 34 35

wW.,w , W, W, w.,w ,Ww W,

44 45 46 47 48 49 50 51

W ., W , W W w.,w ,w W,

48 49 50 51 0.1 .2 .3 0.1 .2 .3
PID 3 W, W LW, W, W,W,W,W, W,W,W,W,

52 53 54 55 16 17 18 19

w.,w ,w W, w.,w , W, W,

56 57 58 59 32 .33 34 35

w.,w , W, W, wW.,w ,w W,

60 61 62 _ 63 48 49 50 51

wWo,W ,W ,W Wo,W ,W L, W,

Each radix-4 butterfly requires four twiddle values: W, W}',! 2"land !

P! = lcos
-N .

The first of these twiddles, Wy, will always be 1.0 and does not have to be stored in memory. The remaining
twiddle values are normally pre-calculated and stored in memory, as they are constant for a fixed FFT size. This

() i

)

37, where

minimises the number of compute cycles in the FFT butterfly.
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4.2.5 Reduced twiddle array

For large FFT sizes a lot of twiddle values are needed and this requires a large amount memory space. Loading
the twiddle values from external memory will kill the butterfly’s compute performance; therefore when there is
insufficient local memory for all of the twiddle values, a portion of them can be calculating as part of the FFT
butterfly loop.

// perform the first stage of the FFT, writing to other core memories
r4fft2 stage( out0, outl, out2, out3, dataIn, dataTw, size/4, 1);

// sync with the other cores
sync_wait();

// perform all the remaining stages in the fft in-place
r4fft2 (NULL, data, dataTw, size/4, 4);

Figure 20 Calling the reduced twiddle array FFT implementatidhe reduced size in the twiddle array allows
for larger FFT sizes without the need for transferring twiddle data between stages.

The Insight library provides a second radix-4 FFT implementation that uses the reduced twiddle array. This
second implementation is fractionally slower than the main implementation due to the additional cost of
computing the missing twiddle values and would not be used for single core FFTs. In multi-core FFTs this
second implementation reduces the sharing of twiddle values significantly and greatly improves the overall
performance.

5 FFT performance

The performance tests have all the data located in external memory. All the required arrays are loaded into the
cores local memory prior to calling the FFT function. The performance figures given in the following sections
do not include loading the initial data and twiddle values from the external memory.

5.1 Single-core FFT performance

The single core performance of the Insight FFT implementation is given in Figure 21. Each of the possible
radix-4 sizes that fit into a single core’s memory is given.

The Epiphany core has four 8k-byte memory banks. One memory bank is used for the program memory,
leaving 24k-bytes for data. A 1k array of complex data takes 8k-bytes, and the twiddle data array takes 6k-bytes.
The next radix-4 size is 4096, and the data array alone would fill all of the cores local memory.

Table2 Singlecoresingleprecision comple¥FT performance

FFT size 16 64 256 1024
Main FFT implementation (cycles) 538 1,811 7,861 | 37,271
Reduced twiddle array FFT (cycles) 524 2,212 | 10,859 | 53,825

Table3 Single-core single-precision compleinverseFFT performance
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FFT size 16 64 256 1024
FFT (cycles) 477 1,730 7,780 | 37,104
FFT (reduced twiddle array) (cycles) 565 2,548 | 12,724 | 63,358

=@=single-core radix-4 single precision complex FFT

=¥e=Single-core radix-4 single precision complex FFT

{reduced twiddle array)

50 Single-core radix-4 single precision complex inverse FFT

~pt=Single-core radix-4 single precision complex inverse FFT
(reduced twiddle array)

20

FFT size

Figure 21 The Insight librarysingle-core radix4 single-precision comple¥FT performance Thereduced
twiddle arrayFFT uses a reducesiemoryfootprint twiddle array and computes the missing values
in the inner loop.

The two FFT implementations are shown on the same plot to demonstrate the performance difference. For a 1K
FFT the main implementation takes less than 42,000 cycles and the reduced twiddle array implementation takes
less than 54,000 cycles. The reduced twiddle array implementation is 28% more cycles but requires two thirds
less memory for the twiddle array. This is very useful for large FFT sizes and multi-core implementations.

The inverse FFT takes approximately 4% more cycles to compute than the forward FFT. This is due to the
overlapping of the load/stores with the compute. The forward FFT load/stores completely overlap with the
compute. The inverse FFT load/stores do not completely overlap with the compute hence requires additional
cycles.

5.2 Four-core FFT performance

The four-core performance of the Insight FFT is given in Table 4. The timings for these two FFTs computed
over four cores can be compared to the times on a single core of one quarter of the size.

Table4  Cyclesof thefour-core singleprecision comple¥FT using the maimndthe reduced twiddle array
implementatios.

FFT size 256 1024 4096
Main FFT implementation (cycles) 7971 16,513 | n/a
The reduced twiddle array FFT (cycles) | 8,640 19,560 | 70,277

FFTs on the multcore Epiphany architecture Pagel7 of 2C



==Four-core FFI

70
==Four-core FFT (reduced twiddle array)

60 Single-core FFT

20

10 '/

0 512 1024 1536 2048 2560 3072 3584 4096
FFT size

Figure 22 The Insight libray 4-core radix4 singleprecision comple¥FT performance.The reduced twiddle
array FFT implementation uses a reduced memory footprint twiddle array and computes the missing
values in the inner. The reduced memory footprinhefsecondmplementatiorallows for the larger
FFT size

a0

35
=+=single precision complex 1K FFT

10

1 4 16

Number of cores
Figure 23 The Insight library radix4 singleprecision complex FFT performance using 1, 4 and 16 cores.

Thee is anoverhead of dat&ransfersand barrier synchronisatiobetweenthe FFT stagethat
prevents dinear increase in performance.
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6 Summary

This paper has described a radix-4 FFT implementation for the Anemone multi-core processor. Both a single
core and multiple cores have been considered. The single core implementation provides the best performance
when each of its input data arrays is within its local memory. The multi-core implementation partitions the full
FFT compute over the available cores and uses the single core API to initiate the radix-4 calculations.

The interconnections between consecutive FFT stage radix-4 butterflies have been described. This
interconnection plays a key role in how a multi-core FFT operates. In the four-core case, the four outputs of
each first stage butterfly are required in separate cores for the second stage butterflies. This requires an out-of-
place FFT stage implementation where four output array points are given, one for each output of the radix-4
butterfly. Ideally these out-of-place output arrays are located in the corresponding core for the second stage.

In the four-core implementation, only the first stage requires an out-of-place algorithm. All subsequent stages
will have the data in the cores local memory to complete its portion of the overall FFT. Extending this to a 16-
core implementation, the first two stages require an out-of-place algorithm before the data resides in the core that
computes the remaining stages as in-place.

The out-of-place FFT stage implementation writes the butterfly results onto the Epiphany mesh as part of its
inner loop. These writes will not stall the compute, as long as the mesh IO interface FIFO has space. The cores
mesh 10 interface will only produce backpressure when the mesh bandwidth is high.

Each stage of the FFT requires a set of twiddle values. For a 1024-point FFT, or smaller, all of the twiddle
values can fit into the local memory. For a 4096-point FFT, or larger, the full set of twiddle values will not fit in
local memory. These larger sizes require reloading or recalculation of the twiddle values for the out-of-place
stages. This adds an overhead to the large FFTs, so an alternative, reduced twiddle array implementation is
provided that computes missing twiddle values within the FFT inner loop.
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